
OmniNova: A General Multimodal Multi-Agent
Framework

Bingzhen Li1, Zihan Wang2, Pengfei Du3,4*, Yupeng Jiang1

1School of Cyber Science and Technology, Beihang University, Beijing, China
2National Computer Network Emergency Response Technical Team/Coordination Center of China, Beijing, China

3Shandong University of Political Science and Law, Jinan, China
4Hong Kong Research Institute of Technology (HKRIT), Hong Kong, China

Email: libingzhen@buaa.edu.cn, wangzihan@cert.org.cn, 002344@sdupsl.edu.cn, jiangyupeng@buaa.edu.cn

Abstract—The integration of Large Language Models (LLMs)
with external tools enables intelligent automation far beyond text
generation, yet coordinating multiple LLM-based agents remains
difficult due to interaction overhead, resource waste, and fragile
information flow. This paper introduces OmniNova, a modular
and hierarchical multi-agent framework that unifies language
models with capabilities for web search, browser automation, and
code execution. OmniNova advances the state of the art through a
hierarchical architecture that separates coordination, planning,
supervision, and specialization; a dynamic routing mechanism
that activates agents according to task complexity and state;
and a multi-layered LLM integration strategy that allocates
high-capability reasoning models only where they are cognitively
necessary while assigning routine work to lighter models. Across
50 complex tasks in research, data analysis, and web interaction,
OmniNova improves task completion (87% versus a 62% base-
line), reduces token usage by 41%, and delivers higher human-
rated quality (4.2/5 versus 3.1/5). The contribution includes both
a principled system design and an open-source implementation
intended to support research and practical deployment. Code is
available at https://github.com/Superagentsys/OmniNoval.git.

Index Terms—multi-agent systems, large language models, task
automation, workflow orchestration, artificial intelligence

I. INTRODUCTION

As Large Language Models (LLMs) have demonstrated
increasing capabilities in natural language understanding and
generation [1]–[3], there has been growing interest in ex-
tending their functionality through integration with special-
ized tools [4], [5]. These tool-augmented LLMs can perform
actions beyond text generation, such as executing code [6], re-
trieving information [7], and interacting with external systems
[8].

While impressive in isolation, employing a single LLM
instance for complex tasks that require diverse capabilities
presents significant limitations. For instance, research tasks
often involve searching for information, analyzing data, and
synthesizing findings—activities that benefit from specialized
approaches. This has motivated the development of multi-
agent systems where multiple LLM instances, each with
specific roles and capabilities, collaborate to tackle complex
problems [9]–[11].

*Corresponding author

Despite advances in this domain, existing multi-agent
frameworks still encounter substantial coordination overhead
that breeds miscommunication [12], expend high-capability
models indiscriminately and thus waste computational re-
sources [13], struggle to decompose tasks into coherent strate-
gies [14], and often integrate external tools in an ad hoc
manner that undermines robustness [5].

To address these limitations, we introduce OmniNova, a
modular multi-agent automation framework that enables ef-
fective collaboration between LLM-based agents with diverse
capabilities. OmniNova implements a hierarchical architecture
where specialized agents are coordinated by supervisor agents
that manage the overall workflow. This approach allows for
efficient task decomposition, appropriate delegation, and ef-
fective synthesis of results.

This work makes four primary contributions. First, it for-
mulates a hierarchical multi-agent architecture that assigns
distinct responsibilities to a coordinator, planner, supervisor,
and several specialist agents, thereby enabling effective task
decomposition and targeted delegation. Second, it introduces a
dynamic routing mechanism that activates appropriate agents
based on evolving task state and complexity, which lowers
computational costs while maintaining performance. Third,
it develops a multi-layered LLM integration strategy that
aligns model capability with cognitive demands by allocating
high-capability reasoning models to planning and supervision
and lighter models to routine activities. Fourth, it provides
a comprehensive empirical study showing consistent gains
over strong baselines across multiple metrics and task types,
alongside an open-source implementation that can serve both
as a practical system and a foundation for future research.

II. RELATED WORK

A. Large Language Models and Tool Use

Large Language Models have evolved from basic text gen-
eration models to sophisticated systems capable of complex
reasoning and problem-solving [1], [15], [16]. Recent work has
focused on enhancing LLMs with the ability to use external
tools, thereby extending their capabilities beyond their training
data and enabling them to interact with the world [4], [5], [17].
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Toolformer [4] pioneered this approach by fine-tuning lan-
guage models to use external tools through API calls embed-
ded in text. ToolLLM [5] extended this concept by developing
a benchmark for tool-use and proposing improved training
methodologies. ReAct [18] introduced a framework that inter-
leaves reasoning and acting, enabling LLMs to formulate plans
and execute actions in an integrated manner. Voyager [19]
demonstrated an LLM-powered agent capable of autonomous
exploration and skill acquisition in Minecraft through tool use.

While these systems show promising capabilities, they
typically rely on a single LLM instance, which limits their
ability to handle complex tasks requiring diverse expertise and
introduces efficiency challenges when using high-capability
models for all tasks.

B. Multi-Agent Systems

Multi-agent systems composed of LLM-based agents repre-
sent a growing research area aimed at addressing the limita-
tions of single-agent approaches [9]–[11].

MetaGPT [11] implemented a multi-agent framework for
software development, where different agents take on roles
such as product manager, architect, and programmer. AutoGen
[9] presented a framework for building applications with
multiple conversational agents that can work together on tasks.
ChatDev [10] demonstrated a virtual software development
team composed of LLM agents that collaborate to build
software applications.

These systems demonstrate the potential of multi-agent
approaches but often face challenges in effective coordina-
tion, efficient resource utilization, and seamless integration of
external tools.

III. SYSTEM ARCHITECTURE

OmniNova implements a modular and hierarchical architec-
ture explicitly designed to address complex tasks through co-
ordinated specialization. The system comprises six interlock-
ing components—a multi-agent substrate, a workflow engine,
a language-model integration layer, a tool-integration layer,
a configuration subsystem, and a prompt-template subsys-
tem—that jointly provide principled decomposition, depend-
able orchestration, and efficient execution. Figure 1 summa-
rizes the overall organization.

A. Multi-Agent System

At the core of OmniNova is a collaborative ecosystem of
seven specialized agents, each bearing a clearly delineated
operational mandate that corresponds to a specific phase of
problem solving and delivery.

1) Coordinator Agent: The Coordinator serves as the sys-
tem ingress. Upon receiving a user query, it conducts an initial
assessment of task complexity and intent, determines whether
the request can be satisfied immediately, and otherwise dele-
gates to the Planner. This triage reduces avoidable contention
for downstream resources and enforces disciplined admission
control.

Fig. 1. OmniNova’s hierarchical multi-agent architecture

2) Planner Agent: For complex tasks, the Planner derives
a structured execution policy informed by the query context
and available tooling. When indicated, it performs targeted
background retrieval to ground planning under uncertainty.
The Planner emits a machine-readable plan specifying steps,
dependencies, and resource requirements, and it relies on a
high-capacity reasoning model to achieve faithful decomposi-
tion and coverage.

3) Supervisor Agent: The Supervisor translates the plan
into executable work by delegating tasks to specialist agents,
monitoring partial results, and adapting routing as conditions
evolve. Assignment decisions are conditioned on the live
system state and the demonstrated capabilities of candidate
agents. A high-capacity reasoning model is employed to sus-
tain consistency between strategic intent and tactical execution.

4) Specialist Agents: Three specialist agents address dis-
tinct operational domains. The Research Agent performs in-
formation retrieval and analysis with search and crawling tools,
producing structured evidence. The Code Agent executes com-
putational workflows in Python and Bash for data processing
and automation. The Browser Agent conducts controlled web
interactions, including navigation, extraction, and transactional
operations necessary for web-based tasks.

5) Reporter Agent: The Reporter aggregates contributions
across agents and synthesizes them into a coherent deliverable
with uniform formatting and explicit provenance.

Inter-agent communication proceeds through typed mes-
sages that preserve author identity and temporal ordering,
thereby enabling attributions and conflict resolution when
partial results disagree. Turn-taking is enforced by the router,
which reduces concurrency hazards without imposing a glob-
ally synchronous schedule. Latency-sensitive operations (e.g.,
browser control) are isolated from high-latency reasoning
steps; this separation improves predictability while preserv-
ing the ability to fuse evidence at the reporting boundary.
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In addition, the system records cross-agent dependencies to
support causal auditing of outputs and to enable rollback in
the presence of tool failures.

B. Workflow Engine
The workflow engine, implemented with LangGraph [20],

governs interaction semantics and state evolution. Typed,
schema-checked state ensures consistent data exchange across
components. Agents are encapsulated as nodes with explicit
input–output contracts, while conditional routing selects subse-
quent nodes as a function of emitted content and task require-
ments. A compact control vocabulary (e.g., goto, update)
enables structured navigation over the agent graph. These
mechanisms provide the formal substrate for collaboration
and preserve invariants needed for complex, long-horizon
workflows.

Beyond operational convenience, the engine affords formal
guarantees. First, acyclicity of the control meta-graph, together
with a terminal symbol ⊥, yields almost-sure termination un-
der bounded retries. Second, node-local idempotence for pure
functions (e.g., deterministic parsers) ensures that replaying a
prefix of the execution does not alter committed state. Third,
monotonic growth of evidentiary artifacts in the state (e.g.,
citations, intermediate datasets) prevents inadvertent loss of
information; destructive updates are mediated through explicit
versioning. Finally, deadlock freedom follows from single-
turn scheduling and the absence of blocking resource waits
in routing decisions.

C. Language Model Integration Layer
A stratified language-model layer allocates capacity ac-

cording to cognitive demand. A reasoning tier is reserved
for planning and supervision, a basic tier supports routine
activities such as research, coding, and reporting, and an
optional vision tier handles multimodal perception. The unified
interface built on LiteLLM [21] abstracts provider differences
and exposes configuration, streaming, and structured-output
capabilities. This stratification yields substantial efficiency
gains by deploying expensive models only when their expres-
sive power is warranted.

The allocation policy is derived from an efficiency–quality
objective, in which token cost and latency serve as proxies
for resource consumption while task fidelity is quantified by
structured metrics over terminal state. In practice, structured-
output modes (e.g., JSON schemas) reduce hallucination risk
by constraining the hypothesis class, while post hoc validators
and repair operators map partially nonconforming genera-
tions into admissible representations when possible. Streaming
decoders reduce interactive latency without sacrificing final
quality, and temperature control, nucleus thresholds, and tool-
use priors provide further regularization of generation behavior
under distributional shift.

D. Tool Integration Layer
Agent competencies are extended via a unified tool frame-

work that encompasses web and neural search for re-
trieval, Python and Bash for computation and system control,

Playwright-based automation for browser interaction, and se-
cure file I/O. Tools adhere to a common interface and logging
discipline, enabling composition, auditability, and uniform
error semantics. The framework mitigates the brittleness seen
in ad hoc integrations and supports principled extension.

Trust boundaries are explicit: code execution and browser
automation are sandboxed with constrained capabilities, rate
limits, and resource quotas; outbound network access is re-
stricted to approved domains; and file operations are mediated
by a capability-based interface. Failures are stratified into
retriable and terminal classes with exponential backoff for the
former and circuit-breaking to prevent cascading degradation.
Observability is achieved through structured telemetry that
correlates tool invocations with agent turns, enabling fine-
grained attribution of cost and errors.

E. Configuration System
Configuration is managed across layers to reconcile porta-

bility with security and control. A YAML specification de-
clares providers, parameters, and behavioral toggles; envi-
ronment variables hold sensitive or deployment-specific val-
ues; runtime overrides permit adaptive parameterization; and
validation routines enforce integrity constraints to preclude
configuration-induced failures. The result is a portable, au-
ditable, and dynamically tunable system configuration.

To support reproducibility, configuration artifacts are ver-
sioned and hashed; experiment manifests pin model identifiers,
decoding parameters, and tool versions to allow exact reruns.
Secrets are isolated via standard operating-system facilities
and are never serialized into execution traces. Schema evo-
lution is managed through backward-compatible migrations,
and misconfigurations are surfaced at startup through fail-fast
validation with human-readable diagnostics.

F. Prompt Template System
Agent behavior is specified through a template-driven in-

terface that supports file-based prompt definition, automatic
injection of salient state, disciplined history management to
control context windows, and compatibility with both chat and
completion paradigms. This separation of concerns enables
rapid behavioral iteration and methodical prompt optimization
without modifying the underlying code.

Prompt calibration employs held-out scenarios to tune in-
struction strength, role conditioning, and exemplar selection
for in-context learning. Self-consistency and rationale regular-
ization are used for tasks requiring multi-step reasoning, while
domain-specific style constraints yield outputs that are faithful
to expected formats (e.g., structured plans and citations).
Guardrails—expressed as pre- and post-filters over the mes-
sage stream—prevent prompt injection and data exfiltration in
tool-enabled settings.

IV. METHODOLOGY

A. System Components
1) State Management: OmniNova’s state management is

implemented using TypedDict for type safety and LangGraph’s
MessagesState for message handling:
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We model the internal state as a tuple s = (M,Θ), where
M ∈ M∗ denotes the message history and Θ collects control
and planning variables. Concretely,

Θ =
(
TEAM MEMBERS, C, n, p, δdeep, δsearch

)
, (1)

with domains

TEAM MEMBERS ⊆ A, (2)
C : TEAM MEMBERS → C, (3)

n ∈ A ∪ {⊥}, (4)
p ∈ Π, (5)

δdeep, δsearch ∈ {0, 1}. (6)

This formalization yields a type-safe representation for
inter-agent communication and planning while aligning with
the message-handling semantics introduced earlier.

2) Workflow Construction: The workflow is constructed
using LangGraph’s StateGraph, defining nodes and edges to
represent the agent interaction pattern:

We define the workflow as a directed graph G = (V,E)
with

V = { coordinator,
planner,

supervisor,

researcher,

coder,

browser,

reporter }

(7)

and edge set

E = {(START, coordinator),

(coordinator,planner),

(planner, supervisor)}
∪{(supervisor, v) : v ∈ {researcher, coder, browser}}
∪{(v, reporter) : v ∈ {researcher, coder, browser}}.

(8)
The compiled executor induced by G and the agent policies

{πa}a∈A implements the state transition operator T described
in the formal model, ensuring a transparent and efficiently
routable task flow.

3) Agent Implementation: Agents are implemented using
LangGraph’s React agent pattern, combining reasoning and
action capabilities:

For each agent a ∈ A, we parameterize a policy

πa(s) = Lµ(a,s)

(
φa(s); T (a)

)
, (9)

where φa is the prompt templating function that maps state
to model-ready inputs, T (a) is the agent-specific toolset, and
Lµ(a,s) denotes the instantiated language model selected by
the allocation function µ. This formulation enforces consistent
configuration while preserving role-specific behavior.

4) LLM Integration: OmniNova’s multi-layered LLM ar-
chitecture is implemented through a model factory function
that supports different model types and configurations:

The language model integration is governed by the al-
location mapping µ : A × S → L, where L =
{reasoning, basic, vision}. Given configuration kernel κ from
model types to provider-specific parameters, the instantiated
model is denoted Lµ(a,s) = Instantiate

(
κ(µ(a, s))

)
. Effi-

ciency is managed via the constrained objective in Eq. (21),
which couples dynamic routing with layered model selection.

B. Agent Behavior Specialization

1) Coordinator Logic: The Coordinator implements a
triage mechanism to route tasks based on complexity:

Coordinator behavior is captured by the response

rcoord(s) = Lµ(coord,s)

(
φcoord(s)

)
, (10)

and a decision predicate h : U → {0, 1} that detects escalation
intents. The control transfer is

goto(s) =

{
planner, h

(
rcoord(s)

)
= 1,

⊥, otherwise.
(11)

This triage prevents unnecessary processing of simple queries
while escalating complex tasks for structured planning.

2) Planning Logic: The Planner employs a sophisticated
approach to task decomposition and strategy formulation:

Planner behavior follows dynamic model selection

ℓ =

{
reasoning, δdeep = 1,

basic, δdeep = 0,
(12)

with optional information augmentation when δsearch = 1. Let
ξ denote retrieved context. The planning output is

p = J
(
Lℓ

(
φplan(s⊕ ξ)

))
, (13)

where J is a robust structural parser that maps model re-
sponses into a valid plan in Π. If p is valid, the system updates
Θ with p and routes to the supervisor; otherwise, execution
terminates.

3) Supervision Logic: The Supervisor dynamically assigns
tasks to specialist agents based on the plan and current state:

Supervision is expressed as a structured routing map

anext = Rsup

(
s, p, Lstruct

µ(sup,s)

(
φsup(s)

))
, (14)

where Lstruct denotes a model configured for schema-
constrained output. The router maps FINISH to ⊥ and oth-
erwise selects an element of TEAM MEMBERS, realizing
the dynamic routing semantics in the formal model.

C. Tool Integration

OmniNova implements diverse tools through a consistent
interface pattern with logging and error handling:

Each external tool is modeled as an operator τj : S×U → S.
For instance, a web search tool implements

τsearch(s, u) = s′ with u ∈ Q, s′ ∈ S, (15)
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and emits both updated state and metadata for observability.
Logging is represented by a functional Λ that augments transi-
tions with input–output traces, enabling systematic debugging
and monitoring. Uniform interfaces and validation constraints
ensure reliable operation across heterogeneous tools.

We formalize the task processing flow to replace pseu-
docode with a precise mathematical model. Let the agent set
be

A = {acoord, aplan, asup, ares, acode, abrowse, areport}. (16)

Let S denote the state space. Each state s ∈ S comprises
a message history m ∈ M∗ and auxiliary variables θ ∈ Θ
encoding the current plan, routing hints, and execution flags,
written as

s = (m, θ), m = (m1, . . . ,mt), θ = {p, n, δ}, (17)

where p ∈ Π is the (structured) plan, n ∈ A∪{⊥} is the next
agent token, and δ ∈ {0, 1}k collects mode indicators such as
deep reasoning or search-before-planning.

Agent behavior is specified by policies πa : S → U
mapping the current state to an action or utterance space U .
The router is a measurable function

ρ : S → A ∪ {⊥}, at = ρ(st), (18)

that selects the next agent (or ⊥ for termination) based on the
evolving state. System dynamics are captured by a transition
operator

st+1 = T (st, at) = F
(
st, πat

(st)
)
, (19)

where F aggregates the agent output, tool invocations, and
state updates. The process halts when ρ(sT ) = ⊥, yielding
terminal state sT .

Planning is modeled by a mapping Fplan : S → Π that
produces a structured plan

p = Fplan(s) =
(
(ui, di, ri)

)L
i=1

, ui ∈ U , di ∈ N+, ri ∈ R,
(20)

where ui encodes the intended subtask, di denotes dependen-
cies, and ri reflects required resources. Supervision refines
routing via a structured predictor Rsup : S × Π → A∪ {⊥},
so that ρ(s) = Rsup(s, p) during execution.

Language model allocation is governed by a selection func-
tion µ : A × S → L, where L = {reasoning, basic, vision}.
Let C : L → R≥0 be a cost proxy (e.g., expected tokens) and
Q : S → R a terminal quality functional. The allocation seeks

min
µ, ρ

E
[ T−1∑

t=0

C
(
µ(at, st)

)]
s.t. E

[
Q(sT )

]
≥ τ, (21)

for a target quality threshold τ . This objective formalizes
dynamic routing and layered model allocation under efficiency
constraints.

Tools are modeled as a family of operators {τj}j∈J with

τj : S × U → S, s′ = τj(s, u), (22)

where selection of j is part of πa for specialist agents. The
combined transition thus becomes

st+1 = F
(
st, πat(st)

)
= τjt

(
st, πat(st)

)
, jt ∼ κ(· | st, at),

(23)
with κ denoting the tool selection mechanism. This formaliza-
tion captures the iterative routing, planning, supervision, and
tool-mediated state evolution without resorting to pseudocode,
aligning with standard scientific exposition.

V. EVALUATION

We conducted a comprehensive evaluation of OmniNova to
assess its effectiveness across various dimensions, comparing
it with existing frameworks and baseline approaches.

A. Experimental Setup

1) Baselines: We compared OmniNova against three ref-
erence systems that are representative of prevailing design
choices. The single-agent baseline employs a monolithic GPT-
4 model equipped with the same tool suite and serves to
quantify the benefit of specialization over a powerful but
undifferentiated agent. AutoGen [9] provides a recent multi-
agent framework emphasizing collaborative dialogue between
agents, while LangChain [22] with agent functionality rep-
resents a widely adopted toolkit for constructing LLM ap-
plications with modular components. These baselines allow
us to isolate the contribution of hierarchical organization and
dynamic routing beyond general multi-agent orchestration.

2) Task Suite: We evaluated performance on a suite of 50
tasks drawn from three domains: research (20 tasks focused on
information gathering and synthesis), data analysis (15 tasks
involving retrieval, processing, and analysis of structured data),
and web interaction (15 tasks centered on navigation, extrac-
tion, and interaction with web content). Each task requires
multiple capabilities and coordinated tool use to emulate real-
world complexity rather than narrowly scoped subtasks.

3) Metrics: We assessed systems along four dimensions.
Task completion rate measures the proportion of tasks suc-
cessfully completed. Computational efficiency is quantified
through token usage and wall-clock time. Result quality is
obtained from blinded human evaluation on a five-point scale
with criteria for accuracy, completeness, and coherence. Tool
utilization captures both the frequency and effectiveness of
external tool use, enabling us to distinguish between superficial
invocation and instrumented, goal-directed application.

B. Results

1) Task Completion Rate: OmniNova demonstrated supe-
rior task completion rates across all domains, as shown in
Table I.

OmniNova’s hierarchical architecture and specialized agents
contributed to its higher completion rates, particularly for
complex tasks requiring multiple capabilities.

3270

Authorized licensed use limited to: BEIJING UNIVERSITY OF POST AND TELECOM. Downloaded on September 26,2026 at 12:58:22 UTC from IEEE Xplore.  Restrictions apply. 



TABLE I
TASK COMPLETION RATES BY SYSTEM AND DOMAIN

System Research Data Web Overall
Single-Agent 60% 53% 47% 54%
LangChain 65% 67% 53% 62%
AutoGen 75% 73% 67% 72%
OmniNova 90% 87% 83% 87%

Fig. 2. Average token usage comparison by domain (lower is better)

2) Computational Efficiency: OmniNova demonstrated sig-
nificant efficiency improvements over baseline approaches, as
shown in Figure 2.

The multi-layered LLM architecture in OmniNova con-
tributed significantly to these efficiency gains, with the targeted
deployment of high-capability models only where necessary.

3) Result Quality: Human evaluators rated the quality of
results on a 5-point scale across dimensions of accuracy,
completeness, and coherence. OmniNova consistently outper-
formed baseline systems, as shown in Table II.

OmniNova’s superior quality scores can be attributed to its
effective task decomposition, specialized agent capabilities,
and the Reporter agent’s role in synthesizing coherent outputs.

4) Tool Utilization: Analysis of tool usage patterns revealed
that OmniNova made more effective use of available tools
compared to baseline systems, as shown in Figure 3.

This superior tool utilization highlights OmniNova’s effec-
tive integration of external capabilities into the agent workflow,
particularly through its specialist agents with domain-specific
expertise.

C. Ablation Studies

To quantify the contribution of individual components, we
conducted ablations that removed or altered key mechanisms.
A variant without hierarchy replaced the layered organization
with a flat agent network to test the value of role stratifi-
cation. A single-LLM variant forced all agents to share one
model class to evaluate the effect of capacity allocation. A
no-planning variant eliminated the explicit planning phase
to assess the role of structured decomposition, and a no-
supervisor variant routed specialist agents directly from the
planner to examine the effect of centralized coordination. The
results in Table III indicate that each component contributes
materially to overall performance.

TABLE II
RESULT QUALITY SCORES (1-5 SCALE)

System Accuracy Completeness Coherence Ave
Single-Agent 3.1 2.8 3.3 3.1
LangChain 3.3 3.0 3.4 3.2
AutoGen 3.6 3.4 3.7 3.6
OmniNova 4.2 4.1 4.3 4.2

Fig. 3. Tool utilization effectiveness comparison (1-5 scale)

The ablation results confirm that OmniNova’s hierarchical
architecture, multi-layered LLM integration, and planning ca-
pabilities all contribute significantly to its overall performance.

D. Case Study: Complex Research Task

To illustrate OmniNova’s capabilities, we present a case
study of a complex research task: ”Analyze the influence of
DeepSeek R1 on the AI research community, including citation
metrics, adoption trends, and comparison with similar models.”

OmniNova processed this task through the following work-
flow:

1) Coordinator recognized the task complexity and routed
to the Planner.

2) Planner formulated a structured approach with four
main phases:

• Background information gathering on DeepSeek R1
• Citation and adoption metrics collection
• Comparative analysis with similar models
• Synthesis and report generation

3) Supervisor delegated the first phase to the Research
Agent, which collected information using search tools.

4) For the metrics phase, the Browser Agent navigated
research databases while the Code Agent processed and
analyzed the collected data.

5) The Supervisor then routed the analysis phase back to
the Research Agent.

6) Finally, the Reporter Agent synthesized all findings into
a comprehensive report.

The entire process demonstrated OmniNova’s ability to
decompose complex tasks, leverage appropriate tools, and syn-
thesize coherent results—capabilities that were not matched by
baseline systems on equivalent tasks.
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TABLE III
ABLATION STUDY RESULTS

System Variant Completion Token Usage Quality
OmniNova (Full) 87% 42K 4.2
Without Hierarchy 74% 56K 3.6
Single LLM Layer 83% 71K 4.0
No Planning 65% 38K 3.3
No Supervisor 69% 45K 3.4

VI. CONCLUSION AND FUTURE WORK

This paper presented OmniNova, a hierarchical multi-agent
system for complex automation tasks. By combining spe-
cialized roles, dynamic task routing, and multi-layered LLM
integration, OmniNova consistently improves task success, ef-
ficiency, and output quality over strong baselines. The ablation
studies disentangle the contributions of architecture, planning,
and model layering, while the case study demonstrates end-to-
end reasoning, tool use, and synthesis in a realistic research
workflow.

Beyond empirical gains, we distilled design principles for
hierarchical coordination and role specialization that may gen-
eralize to other multi-agent settings. We also release an open-
source implementation intended to support reproducibility,
practical deployment, and subsequent research on scalable
agent systems.

Looking ahead, an immediate direction is to endow agents
with self-improvement mechanisms that allow behaviors to
adapt from experience, feedback, and outcomes, thereby clos-
ing the loop between execution and learning [23]. Another
important avenue is dynamic tool discovery and on-the-fly
integration, enabling the system to expand its capabilities in
response to novel task requirements [24]. We further plan to
investigate cross-domain transfer, studying how task decom-
position strategies and competencies learned in one domain
can be leveraged in others [25]. Finally, formal verification
and safety analysis for hierarchical multi-agent orchestration
remain open challenges; developing methods to specify, moni-
tor, and certify system-level properties would provide stronger
guarantees for deployment.

In summary, OmniNova illustrates how principled hierarchy,
role specialization, and careful integration of language models
and tools can produce robust, general-purpose automation for
complex, open-ended tasks. As foundation models and tool
ecosystems continue to advance, we expect rapid progress
on the research directions outlined above and anticipate that
OmniNova will serve as a solid foundation and testbed for the
community.
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